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a b s t r a c t

The use of mobile software agents is a promising approach to implement services and dis-
seminate data over ad hoc networks. This paper presents an analysis of mobile autonomous
agents with different levels of intelligence that allow them to make usage of the position-
ing information with different complexity in a mobile ad hoc network aiming at efficient
data dissemination. This information considers the nodes current and future locations, as
well as the route used to reach their destinations, depending on the agents’ intelligence.
Using this information, the agents decide their movement from node to node during oppor-
tunistic connections in order to accomplish their goals related to data dissemination and/or
service provisioning. The analysis of this proposal is done in the context of a sensor net-
work application, implemented by sensing services provided by mobile agents, which
run on top of an infrastructure-less Vehicular Ad hoc Network (VANET). Simulation results
are presented and discussed to support the proposed ideas.

� 2013 Elsevier B.V. All rights reserved.

1. Introduction

Wireless communication enables new challenging
applications that explore opportunistic data transfer
among mobile nodes. This provides support for scenarios
in which data are transported from a source to a destina-
tion via mobile nodes that physically move the data from
one place to another, without the need for a fixed network
infrastructure. This occurs in a number of delay-tolerant
applications [1]. However, the increased usage of systems
that explore such a paradigm demands a greater number
of nodes that help with the data transport, aiming at

increasing the probability that the data will be eventually
delivered. This fact refers to the systems coverage area,
which can vary from a few square meters up to the limits
of a big city. At this point, the efficiency in using the most
promising opportunistic data transfers among meeting
mobile nodes, those that provide higher probability to lead
the data to its destination with lower costs, presents a
remarkable importance.

However, communication among mobile nodes offers
different constraints depending on the type of nodes that
compose the network. Small battery powered devices, such
as cell-phones or PDAs, have important energy consump-
tion constraints; hence the efficient usage of this resource
is a must [2]. On the other hand, other types of networks
such as Vehicular Ad hoc Networks (VANETs) have con-
straints in relation to the applications QoS requirements,
due to the high speeds with which these nodes move in
such networks, and thus use the short time window that
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meeting nodes have to communicate [3]. This intermittent
connectivity with short time windows to communicate in
VANETs results in stochastic network connection capabili-
ties, thus requiring opportunistic strategies to perform
internodes communication [22].

A mobile software agent [4] is a software entity capable
of moving, or migrating [5], from one hosting node in the
network to another. It starts its execution in one node
and may continue or finish it in any other node. As an
essential part, an agent has code that defines its behavior
and also data that may be carried during its movement
from one node to another. The data are called the ‘‘state’’
of the agent, and agent is called stateful or stateless,
depending on if it carries such data or not during its move-
ment [5]. An important characteristic is the autonomy that
an agent may have in relation to its movement around the
network (mobility). The combination of these characteris-
tics into a single concept creates mobile autonomous
agents [6]. The use of mobile software agents provides a
modular approach to implement services and/or transport
data encapsulated with intelligent behavior that allows the
management of the communication concerns related to
the agents’ movements among network nodes. This feature
provide flexibility to deploy different strategies during sys-
tem runtime to overcome the specific problems presented
by particular scenarios in which the network is intended to
work, avoiding pre-planned and inflexible strategies that
are not capable of handling different runtime contexts.
Moreover, the use of software agents makes possible to in-
ject new applications into the network, according to the
users’ needs. This feature provides flexibility allowing the
installation of a common basic software (a middleware)
[23], and further deployment of new applications on
demand.

Considering VANETs, networks in which the nodes are
mobile, data exchanged by them can be delivered by a
message or data ferrying mechanism, which explores the
store-carry-and-forward paradigm [7]. This paradigm de-
fines that a node takes incoming data, stores them in mem-
ory and then after that the node physically changes its
position, i.e. it moves, it will forward the previously ac-
quired data to another node. If agents are being communi-
cated among the nodes, it is possible to state that this is a
form of ‘‘agent ferrying’’, which is a concept explored in [8].
Agent ferrying uses the same concept as data ferrying, but
instead of just data an agent is communicated. An interest-
ing feature provided by agents to transport data, is the fact
that they are not bounded to a routing protocol installed in
the nodes, but, as part of their own data carried intelli-
gence, they may provide their own strategy to move
through the nodes in the network.

This work explores an approach in which mobile soft-
ware agents are used to implement services that need to
collect and disseminate data in a Vehicular Ad hoc Net-
work (VANET) comparing different levels of intelligence
in relation to the agents’ movement decision mechanism.
The proposal starts from a very basic mechanism and
evolves to more sophisticated ones, in which: (1) very ba-
sic positioning information is used; (2) the use of direction
information is investigated; and (3) a mechanism that con-
siders that the complete route of the mobile node is taken

into account is proposed. The scenario used as case study is
a VANET application implementing an infrastructure-less
service provider, which consists of a Vehicular Sensor Net-
work (VSN). The contribution to advance the state-of-the-
art is the exploration of different levels of intelligence to
perform the agents’ movement decisions in a disconnected
network. Moreover, differently from other proposals of
opportunistic routing mechanisms used in MANETs and
VANETs, the use of agents allows the simultaneous imple-
mentation of different routing mechanisms represented by
the intelligent agents’ decisions.

In Section 2 the application scenario and the problem
statement are presented. Section 3 provides an overview
of the proposed approach, while Section 4 explains the dif-
ferent levels of intelligence for the agents’ migrations. The
scenarios used for experiments and the achieved results
are presented in Section 5, along with the acquired results.
Section 6 discusses related work in the area, while Section 7
concludes the paper and provides directions for future work.

2. Application scenario and problem statement

The application scenario presented in this work is a
wireless network of mobile nodes that move around a cer-
tain area according to a given movement pattern. The
nodes, by help of software agents, perform gathering of
data in determined parts of this area, which are called Tar-
get Regions (TRs). Several TRs can be defined in a given
overall area, and different software agents, representing
different applications, may be deployed in the system.

The data gathering is seen as a service implemented by
software agents. The performance of this service, according
to specific users’ requirements, composes a mission that
has to be accomplished by the agents, thus establishing
their goals. The mobile nodes provide support to the agents
to perform their services, i.e. the nodes offer software ser-
vices, physical computing and sensing resources that can
be used by the agents to acquire data. Each node is as-
sumed to provide the support up to a given budget, which
is constrained by the limitations of these resources.

The missions represented and implemented by soft-
ware agents and their services may be sent to different
TRs in the overall area, to respond to data and service
needs from the users. This requires that the software
agents migrate from some nodes to others, according to
the agents’ mobility needs and nodes’ actual mobility, in
order to reach the target destination (by agent ferrying),
i.e. the corresponding TR, to reply to a given data or service
request.

An illustrative scenario of the abstract application con-
cept presented above is a fleet of taxis running in big cities,
such as Beijing, Rio de Janeiro or Paris, providing the basic
platform support, while different requests for data from
different parts of the city are submitted by different clients.
These requests are handled by software agents that mi-
grate among the taxis according to their displacement in
the city. One may think about a business in which taxi
companies may charge a fee for providing such basic plat-
form support to the software agents. The use of mobile
software agents makes possible the injection of several
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applications into the system, as for instance, agents that
have the mission of collecting data about pollutants in an
area with high concentration of polluting industries, or to
collect data about traffic flow and congestions. Other pos-
sible applications can be devised for situations in which
conventional communication infrastructure is out of order,
due to catastrophic events for instance, and mobile units
from the emergency responders form a network to collect
information about the current situation. Again, the use of
software agents represents an advantage, because it allows
the insertion of new requests for data on demand, which
may move through the network according to the users’ re-
quests, following different routing mechanisms imple-
mented by their movement decisions.

In the scenario presented above, the problem to be ad-
dressed can be stated as how to efficiently perform the
agents’ migrations between nodes in a network with inter-
mittent connectivity so that they eventually reach nodes in-
side their respective TRs. Moreover, the time interval during
which the agents are hosted by nodes located inside these
TRs has to be maximized, while the number of migrations
has to be minimized. Notice that the problem goes beyond
the definition of a geographical routing and has two main
aspects to be taken into account, in which the first one is re-
lated to the network connectivity and the second one is re-
lated to the application semantic and the available
resources. In relation to the first aspect, the intermittent
connection among the nodes requires an opportunistic
communication approach, exploring the occasional connec-
tions established among the nodes, but observing the cur-
rent system execution context. The second aspect refers to
the matching between the application semantics, defined
in relation to the TRs for each agent, and the available re-
sources to perform communication (using networking).
Application semantics may vary much according to the user
needs, and in relation to the available resources. It is not the
case that all nodes have access to the same resources, since
some may have complete geographical information (i.e.
have access to GPS) while others may not.

3. Proposed solution overview

Observing the scenario presented above and the prob-
lem statement derived from this scenario, the proposed

solution explores the awareness of geographic context
information to perform intelligent agent migrations among
the nodes, in which the agents have the goal to reach nodes
that lead them to the TRs of their missions. The use of mo-
bile software agents is justified firstly by the assumption
that the nodes in the network are not bounded to the mis-
sions implemented by the agents, i.e. they do not change
their movement due to the needs of a specific mission, so
the missions have to be hand over among the nodes
according to their needs. Moreover, several missions can
come and leave the network, requesting data from differ-
ent TRs in the area where the network is deployed. This
ad hoc and dynamic fashion of operation requires flexibil-
ity to inject new missions into the network during the sys-
tem runtime. Mobile software agents are able to provide
such flexibility and at the same time perform intelligent
migration among the nodes, without the drawback of
being bounded to a given routing mechanism installed in
the nodes that form the network, i.e. different agents
may use different strategies and decision criteria to per-
form their movements. This is an important feature ex-
plored by the proposal in this work, as further explained.
Moreover, the use of agents provides even the possibility
that the same agent to adapt itself according to the current
runtime context and change the decision mechanism used
to move among the nodes.

Fig. 1 shows an example in which an agent is being
firstly carried by node N-1, which is moving outside the
TR where the agent should execute its mission. Besides
moving outside the TR, node N-1 moves away from the
TR (Fig. 1a), i.e. in a wrong direction in relation to the de-
sired one. During its movement, however, node N-1 meets
another node, N-2, which is moving in a direction that can
lead the agent closer to TR. At this moment a decision to
migrate or not to N-2 has to be taken by the agent. Assum-
ing that the decision is positive, the agent migrates to N-2
and follows with the node in its movement. Eventually N-2
meets another node, N-3, which is moving in the direction
of the TR (Fig. 1b). As N-2 is not moving towards TR, the
agent decides to migrate to node N-3, and finally the agent
manages to arrive to its TR (Fig. 1c).

Fig. 1 shows an example of successful migration of an
agent from a node outside the TR that was not moving to-
wards the region (N-1) to another node that eventually

Fig. 1. Example of a successful migration of an agent carrying a mission.
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carries the agent to its TR (N-3). This migration of the agent
was performed in two hops (first from N-1 to N-2 and then
from N-2 to N-3), exploring the concept of agent ferrying
[8] as explained in Section 2.1.

As presented in Fig. 1, nodes N-1 and N-3 meet just a
single other node during their movements, while node N-
2 meets the two others, but, in a real scenario with high
density of nodes, node meetings happen more often. In this
case, the agents are not supposed to just migrate to a meet-
ing node, but instead, they have to consider if it is worth or
not to migrate to a meeting node considering the costs and
benefits of such an action. Thus, there is a need to have a
good policy and a good definition of the aspects to consider
when deciding about migrating or not.

The goal in migrating software agents via mobile nodes
in the neighborhood is to eventually reach nodes that are
inside the TR of the respective mission by preferring nodes
moving towards this area, as in the example presented in
Fig. 1. For this purpose there is context information that
can be explored to provide intelligence to the agents, so
that they can take better decisions in relation to their
migration actions. This context information is related to
the geographic position of the nodes, as well as the direc-
tions of their next movements. The above mentioned facts
motivate the proposal and comparison of four different ap-
proaches to perform the agent migration, based on different
levels of intelligence and thus processing and communica-
tion capabilities, to explore different levels of context infor-
mation. The rationale for the usage of an agent oriented
approach to implement this proposal is based on the above
highlighted features, which can be summarized by the fol-
lowing features: (a) Flexibility: This aspect is enhanced by
the use of agents in two ways. The first one is related to
(i) the possibility of several applications to run at the same
time in the network and to be injected into the network
during runtime (reprogrammability); and (ii) the possibil-
ity of different agents to use different strategies to migrate
among the nodes, i.e. to implement different routing mech-
anisms. The second way flexibility is enhanced is high-
lighted by the possibility of integrating fleets of
heterogeneous vehicles, in which some are fully equipped
with navigation devices, while others are not, which is most
likely the real situation that will occur, especially in devel-
oping countries. (b) Modularity: The agents are able to

encapsulate both the applications semantics and the rout-
ing strategy. This feature enables customized agents to re-
ply to different application requirements, according to the
users’ needs. (c) Decoupling: Also related to flexibility, this
aspect is enhanced by the fact that the network is not con-
strained by the usage of a single routing strategy imple-
mented in the nodes, but may run different strategies,
according to what is implemented by the different agents
that are running in the system. (d) Scalability: As the rout-
ing strategies are implemented by the agents, new strate-
gies can be injected into the network, together with new
applications.

4. Intelligent agent migration

The first condition that an agent has to check is if its
current node is inside or outside the TR. In the first case,
the agent has arrived to a node where it can perform its
mission and does not need to migrate to another node.
Otherwise, it has to wait for its current node to arrive to
the TR to perform its mission, or try to migrate to another
node, when its current one meets another node that has a
better valuation. Based on these considerations, the agent
behavior, which is required to analyse if the node can per-
form the mission or try to migrate to another node, can be
defined as presented in Listing 1.

Listing 1 shows that the agent is either performing its
mission inside the TR (lines 02–04) or waits for a meeting
node while its current node is outside the TR (lines 05–12).
When its current node meets another node, it evaluates if
it is worth or not to move to this node (line 07), and if
so, it migrates towards the meeting node (line 09).

The method evaluateMigration (Meeting_Node) (line 7
of Listing 1) is responsible for the decision about the agent
migration towards the meeting node. To implement this
method, the agent has to acquire the necessary geograph-
ical information about the current and the meeting nodes,
so that a decision can be taken. Which information the
agent requests and how well it uses this information de-
fines its level of intelligence. This proposal considers three
levels of intelligence, which are distinguished by the infor-
mation that the agents use to take the decision about
migrating or not to a meeting node, which are detailed in
the following.

Listing 1. Algorithm, in pseudo code, defining the behavior for the agent.
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4.1. Destination based reasoning

For the first level of intelligence, called Destination
Based Reasoning, the agent is just capable of evaluating if
the node that is carrying it is inside or outside the TR
and if the next destination of a node is inside the TR or
not. This level of intelligence represents, for example, a sit-
uation in which the agent only has access to a coarse
grained map (a simple map with major streets and regions
of a city, for instance) and no access to additional geo-
graphic or positioning information that would be provided
e.g. by a GPS (Global Positioning System), such as the pre-
cise position and the route or direction followed by the
mobile node.

The evaluateMigration (Meeting_Node) method, imple-
menting the Destination Based Reasoning intelligence le-
vel, performs the following sequence of steps: (1) if its
current node has a destination inside the TR, the agent con-
tinues in this node, i.e. it decides to not migrate; (2) if its
current node does not have a position inside the TR as its
destination, but the destination of a meeting node is inside
the TR, the agent decides to migrate to the meeting node,
otherwise the agent continues in the current node. Listing
2 presents this algorithm, in which the evaluation of the
destination of the current node is performed in line 01,
while the evaluation of the destination of the meeting node
is performed in line 05.

4.2. Direct path reasoning

The second level of intelligence is an evolution of the
reasoning performed by the first level. For this level, it is
considered that the agent has not only the information
available from the simple coarse grained map, but also
the exact position of its hosting node as well as the desti-
nations of this node and of the meeting node. This is a case
in which the agent is assumed to have access to a position-
ing system such as GPS, but does not have information
about routes, i.e. from a detailed map.

The reasoning mechanism used at this level is based on
the probability of a node to cross through the TR. To calcu-
late such probability, an evaluation of the direct path that
connects the current position and the destination of the
node is performed, and accordingly the mechanism is
called direct path reasoning. The probability is computed

by assuming a direct path connecting the current and des-
tination positions of the node and then evaluating the
length of this path that stays within the TR. The greater
is the length of this path inside the TR for a node, the great-
er is the probability of the agent to select this node to stay
or to migrate to. If the computed probability for a meeting
node is higher than for the current node, the agent mi-
grates, otherwise it stays in the current node. Fig. 2 pre-
sents two examples of the application of this strategy.

Observe that in Fig. 2a, the line connecting the current
position of node N-1, the one currently carrying the agent,
does not cross the TR, while the corresponding line for
node N-2 has a portion that is inside the TR. Following
the described reasoning strategy, the agent will migrate
from node N-1 to node N-2. In Fig. 2b, a complementary
example is presented. In this situation, the lines connecting
the current positions and the destinations of both nodes
have portions inside the TR, but the length of the path in-
side the area for node N-1 is bigger than the one for node
N-2. As a result, the agent that is currently in node N-1 will
not migrate to node number N-2. Listing 3 depicts the algo-
rithm implemented by the direct path reasoning level of
the evaluateMigration (Meeting_Node) method.

Listing 2. evaluateMigration (Meeting_Node) implementing destination based reasoning.

Fig. 2. Examples for the evaluation performed by the direct path
reasoning.
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4.3. Route aware reasoning

The third intelligence level for the agent considers that
the previous approaches may not give good enough perfor-
mance in some cases. For instance, the direct path one may
fail in cases in which the node takes a route that does not
match with, or deviates much from, the straight line traced
between its current position and its destination point. This
can be the situation in the example presented in Fig. 2b
where node N-1 may not even pass inside the TR to reach
its destination, while node N-2 may take a path that effec-
tively passes through TR. This situation is depicted in Fig. 3.
The direct path reasoning cannot consider this hypothesis,
because it does not have information about the routes that
the nodes are going to follow.

Observing the kind of problem presented above, the
third type of intelligence level, the route aware reasoning,
considers the complete route from the nodes’ current posi-
tions to their destinations. This feature enables the agent
to calculate the shortest path from the current position
to the TR or even to positions closer to the TR.

The computation of the shortest path enables the agent
to decide to migrate to a node that will go more directly to
the TR, even in the case in which its current hosting node is
also moving towards the TR. Moreover, the ability to con-
sider destinations closer to the TR represents an

improvement in relation to the other strategies. This is be-
cause for the nodes that are not moving towards the TR,
but may have destinations closer to it and have no proba-
bility of passing inside the TR, the agent using the route
aware reasoning may consider to migrate into them, while
this would not do so in the two previously presented intel-
ligence levels. In this case, for instance, with the direct path
reasoning the agent would stay in its current hosting node.
Conversely, for the route aware reasoning, the agent would
consider the complete route of each node, both the node in
which the agent is currently hosted and the meeting node,
in order to define which one will pass closest to or within
the TR. Selecting the node that will pass closer to the TR in-
creases the opportunity of the agent to meet other nodes
that are moving into the TR.

Listing 4 presents the algorithm used by the route
aware reasoning to implement the evaluateMigration
(Meeting_Node) method. Line 1 tests the cases in which
both nodes have destinations either inside or outside the
TR. In this case, the decision to move or not to the meeting
node considers the shortest path in relation to TR (lines
02–07). Otherwise, if one of the nodes has its destination
inside the TR and the other one outside it, the decision will
be either to migrate, if the meeting node is the one that
moves towards the TR (lines 10–12), or to not migrate, if
the current node is the one that moves towards the TR
(lines 13–15).

5. Experiments and result

5.1. Case study and simulated environment

Simulations were performed taking a vehicular sensor
network (VSN) as case study, in which the mobile sensor
nodes of the VSN are a fleet of taxis, instantiating the appli-
cation concept described in Section 2. In this application,
the taxis move around a city to respond to requests from
customers. During their movement around the city they
will, with some probability, cross areas of interest of the
missions, i.e. the TRs, such that the agents can take advan-
tage and ride the taxis when it is convenient for them to do
so, according to their current location and the location of
their TRs.

Two different environments were used as scenarios for
the performed experiments. The first one is a squared area
representing a map of a city, divided in blocks, in which a
TR is defined. Fig. 4 presents this environment, which

Listing 3. evaluateMigration (evaluateMigrate (Meeting_Node) implementing direct path reasoning.

Fig. 3. Example of complete route paths considered by the route aware
reasoning.
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illustrates an area indicating the TR. Notice that in this
screenshot view of the simulated environment presented
in Fig. 5, there are nodes that have an agent, while others
do not. Among the last ones, some had an agent in the past,
but had since then transmitted it to other nodes.

The movement of the nodes in this first environment is
based on the Manhattan Mobility Model [9] according to
the following. The nodes move along the streets between
the blocks that compose the city scenario. They select a gi-
ven point on one street and move towards it. When a node
reaches an intersection, it chooses one direction to follow:
north, south, west, or east. This choice of direction is ran-
dom but considers the direction that the node is driving
to, i.e. if the node is moving to a point located at north-east
of its current position, it randomly select to move north or
east.

If the node is a taxi with a defined destination, it means,
a taxi that is carrying a passenger or is going to take a pas-
senger, it moves preferably in a straight line towards the
destination point. This is done by assigning a higher prob-
ability to the choice of moving forward, i.e. to continue in
the same direction, or to turn into the direction of the des-
tination. For instance, if the destination is in a north-east
location in relation to the current node location and the
node is facing north, it moves preferably straight to the
north direction, until it reaches a northern road that leads
to the point. Then it turns east and follows this direction
until reaches the destination. When a node reaches its des-
tination, it starts to search for a passenger or goes to an-
other destination, for taking another passenger.

A taxi that is driving without a specific destination, i.e.
searching for passengers, is given equal probability to
move forward as to turn left or right, and a lower probabil-
ity to move backwards. The backward movement has a
lower probability in order to avoid unrealistic back-and-
forth movements. In this state, when a taxi driver is
searching for passengers, the destination considered by
the agent reasoning is the next street intersection, which
is the decision point in which the node will decide where
to go next. Now the taxi either may be taken by a new pas-
senger that acquires a destination to move to or it will con-
tinue the search for passengers. If it gets a new passenger it
will move towards its new destination according to the
movement pattern described above.

The second environment is more realistic, correspond-
ing to a map of the streets in San Francisco with traces of
the movement of a taxi fleet (provided by Cabspotting
Group [20,21]) to model the environment and the move-
ment of the nodes. Fig. 6 presents a part of the map in
which the dots represent the mobile nodes (i.e. the taxis)
that compose the network. In this scenario, the origin
and destinations of the taxis are randomly taken from their
respective traces. The traces were divided into a random
number of steps each, corresponding to rides from 1 up
to 10 km. This had to be done as the data provided by

Listing 4. evaluateMigrate (Meeting_Node) implementing the route aware reasoning.

Fig. 4. Simulated environment model representing a square map divided
in regular blocks.
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the cabspotting group does not offer any information about
the real location in which the taxis start and finish their
rides. However, this arbitrarily way to define these loca-
tions represent a good approximation to the reality, imag-
ining that in the considered area the taxis may have a
variety of short to long rides.

Besides the three intelligence levels presented before,
an additional level, called Random Reference, was also sim-
ulated to be used as reference for comparisons. This addi-
tional level represents a dummy agent, which performs a
random decision to migrate or not when its current node
meets another.

5.2. Simulation setup

The first simulated environment is a 1.8 km � 1.8 km
area divided in 20 � 20 blocks of 90 m side each. The con-
sidered TR has dimensions of 4 � 4 blocks. The sizes of the
entire environment and of the TR are adequate for the first
evaluation of the proposed approach, as the region around
the TR represents the surroundings where the agents
should find a node to move to and come back to the TR,
otherwise they will stay too far from it. Moreover, the TR
is considerably smaller than the total area of the map. Lar-
ger TRs in relation to the total area make the situation eas-
ier for all reasoning variations. This fact motivates the
usage of such a small TR, as close to the worst case, which
in the limit case could be a very small portion of the area
(e.g. <0.01%), but this would not be meaningful, as this

small portion would not include any street of the map.
The TR used in the experiments corresponds to 4% of the
total area, which intersects three streets crossing the area
in each direction.

The number of simulation runs was set to 100, each rep-
resenting 30 min run. The nodes moved in the scenario
with speeds varying between 10 and 50 km/h (2.78–
13.89 m/s), a realistic range for cars driving in urban areas
of a city. Two variations in the number of nodes that pop-
ulate the scenario were tested, 30 and 60, and 5 agents
were created to migrate around them. The number of
agents was empirically defined due to the fact that values
lower than 5 provided very poor results for the Random
Reference used for comparison purposes. In the beginning
of the simulations, these agents are deployed in 5 ran-
domly selected nodes. The communication among nodes
is performed following an omni-directional propagation
model with a range of 90 m, which is fairly realistic even
considering an environment such as a city in which the
blocks with buildings hinder the wireless communications,
as discussed in [10]. The wake-up period to search for
neighbors (meeting nodes) to communicate with was set
to 5 s. This value was empirically established. It was veri-
fied by simulations that values smaller than this did not
provide any significant improvement in the main results.
On the other hand, values greater than this one negatively
impacted the results, as the nodes may have a significant
displacement depending on their actual speed, then loos-
ing the opportunity to communicate with meeting nodes.

Fig. 5. Partial view of the map of San Francisco used as second environment scenario.
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A summary of the simulation parameters for the first envi-
ronment is presented in Table 1.

For the second environment, the total area has a size of
10 km � 10 km from the San Francisco map, and a region
corresponding to 4% of this area is selected as the TR, sim-
ilarly to the TR in the first environment. The numbers of
taxis to compose the network are the same as in the previ-
ous simulation set, 30 and 60, but to keep a condition
equivalent to the node density presented in the first sce-
nario the communication range was scaled up to 500 m,
so that the average number of neighbors per node is main-
tained. The traces used in the experiments are arbitrarily

chosen from the set of available ones. The speed of the
nodes varies in the same range as in the first scenario, as
well as the remaining parameters have the same values
as those used in the first environment. This configuration
maintains the equivalence between both simulation sce-
narios, thus allowing a fair comparison between the results
achieved in each set of experiments.

5.3. Results and discussion

The evaluation of the different levels of intelligence was
done by means of three metrics: (1) Number of performed
migrations per agent in each simulation run; (2) Percent-
age of the simulation time during which the agents were
inside the TR; and (3) Average distance of the agents from
the center of the TR. The first metric provides insight about
the overhead in terms of communication resource usage,
while the second and the third ones provide information
on how efficient each model of intelligence is in driving
the agents towards and keeping them inside the TR. It is
important to notice that the first metric considers the over-
head due only to the migration of the agent itself, and this
is why the results are presented in terms of number of
migrations instead of transmitted bytes per migration. This
is explained by the fact that in this work we consider that
the data (or state) transmitted with the agents during their

Fig. 6. Average number of migrations per agent in the simulations using the squared map and Manhattan Mobility Model: (a) simulations with 30 nodes
and (b) simulations with 60 nodes.

Table 1
Simulation parameters.

Parameter Value

Area dimensions 1.8 km � 1.8 km
Block dimensions 90 m � 90 m
TR dimensions 4 � 4 Blocks
Nodes’ speed 10–50 km/h (2.78–13.89 m/s)
Number of nodes (density) 30(9.25 nodes/km2) 60(18.51 node/

km2)
Number of agents 5
Nodes’ communication

range
90 m

Broadcast period 5 s
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migrations are of similar size for all agents, which is a rea-
sonable assumption, considering that in a real usage of this
approach, agents would only carry data processed by algo-
rithms that they would implement as services, e.g. data
aggregation, and would not carry large amounts of raw
data.

5.3.1. Results for the simulations using the squared map
divided in regular blocks and the Manhattan Mobility Model

Fig. 6 presents the average number of migrations for the
different intelligent levels (Random Reference, Destination
Based, Direct Path or Route Aware), with error bars repre-
senting 95% confidence interval. The results are grouped

according to the two different simulation variations in
relation to the number of nodes, namely 30 nodes
(Fig. 6a) and 60 nodes (Fig. 6b).

The results reveal that the three intelligent levels
achieve a lower number of migrations compared to the
Random Reference in both setup variations with 30 and
60 nodes. The Destionation Based and the Direct Path are
the ones that achieved better results. It is remarkable the
difference of the Random reasoning level compared to
the others, which in both setups presented much more
migrations than the other intelligent solutions. These
observations can be understood by the way each level per-
forms the reasoning. The Destination Based decides to mi-
grate when it is ‘‘sure’’ about the value in migrating to
another node, by analysing the information that it has at
hand. Direct Path considers an information that does not
guarantee that a node will pass through the TR, but that
provides a good indication, thus resulting in a higher num-
ber of migrations. On the other hand, the Route Aware level
‘‘risks’’ more. On the other hand, the Random approach
does not take any information in consideration and just
randomly decides to migrate or not. Thus, as the decision
is based on a uniform random distribution of a Boolean
variable, it is possible to state that each time it meets an-
other node it has 50% of chance to migrate towards this
node or stay in its current one. As the average number of
meetings was 33.66 for the simulations with 30 nodes

Fig. 7. Efficiency in terms of percentage of the simulation time that the agents spent inside TR in the simulations using the squared map and Manhattan
Mobility Model: (a) simulations with 30 nodes and (b) simulations with 60 nodes.

Table 2
Average and standard deviation values for the metric that assesses the
percentage of the simulation time the agents spent inside the TR in the
simulations using the squared map and Manhattan Mobility Model.

Number of nodes Intelligence level Average Std. deviation

30 Random Reference 13.53 5.09
30 Destination Based 15.64 9.85
30 Direct Path 36.76 9.86
30 Route Aware 49.25 11.36

60 Random Reference 26.02 8.99
60 Destination Based 42.06 8.08
60 Direct Path 54.32 9.37
60 Route Aware 62.21 9.93
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and 62.55 for the variation with 60 nodes, the average
number of migrations executed with the Random reason-
ing is consistent, respectively 15.92 and 29.94 in each var-
iation. Analysing the averages along the simulation runs,
the Destination Based reasoning presents the lowest num-
bers of migrations, followed by the Direct Path and by the
Route Aware ones.

Fig. 7 provides the average results for the second metric,
which evaluates how efficient each reasoning level is in
keeping the agents in the TR during the simulations. The
error bars again represent 95% confidence interval. Table 2
presents the statistics for this second metric.

Despite the high variation of the results, as shown in Ta-
ble 2, it is possible to observe that the Random reasoning
clearly presents the lowest values in most of the runs, for
both setups with 30 and 60 nodes. The other three types
of reasoning provide better results in average, keeping
the agents inside the TR. Clearly, the Direct Path and the
Route Aware approaches present better results in the first
simulation set with 30 nodes (Fig. 7a). The difference be-
tween their results in relation to those achieved by the
other two agents, namely Random and Destination Based,
is reduced in the second variation, with 60 nodes, in which
these last two approaches manage to achieve better re-
sults. This indicates that the Destination Based and the
Random agents are more sensitive to the node density
when compared to the other two more intelligent ones.

For the third metric, it is possible to state that the more
intelligent levels are more stable in keeping the agents
close to the TR, as presented in Fig. 8. The increased node
density benefits all the levels, but notice that the benefit
for the Random Reference is lower than for the other three
levels.

5.3.2. Results for the simulations using the San Francisco map
and the taxi cab dataset traces

The second set of simulations evaluated the perfor-
mance of the different levels of intelligence in a more real-
istic scenario, provided by the Cabspotting traces [21,22].
After the controlled experiments performed in the squared
map using the Manhattan Mobility Model, this second set
of simulations provides means to assess the performance
of the proposed approach in a less favorable and less pre-
dictable environment.

Fig. 9 presents the average values for results related to
the first metric, with error bars representing a 95% confi-
dence interval. These results follow the same presentation
as the one used in the previous subsection, comparing the
average number of migrations that the agents perform
according to their different intelligent levels (Random Ref-
erence, Destination Based, Direct Path, or Route Aware).

It is possible to observe the coherence of the results
achieved in this second simulation set when compared to
the first one previously presented. Notice that, when

Fig. 8. Efficiency in terms of agents’ average distance from the TR in the simulations using the squared map and Manhattan Mobility Model: (a) simulations
with 30 nodes and (b) simulations with 60 nodes.
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compared to each other, the different intelligence levels
preserve the same relation, in which the three intelligence
levels keep lower the number of migrations performed by
the agents compared to the Random Reference.

The results for the second metric are presented in
Fig. 10, in which the average values have error bars repre-
senting a 95% confidence interval. Again it is possible to
observe the coherence in relation to the results obtained
in the previous simulation set, i.e. the more intelligent lev-
els achieving better results.

Fig. 11 contains the results obtained for the third met-
ric, following the same presentation displaying the average
values and error bars representing a 95% confidence inter-
val. An interesting remark in this result is that the in-
creased node density uniformly benefits all levels of
intelligence, including the Random Reference.

The results achieved in this second scenario present,
in general, worse performance (presenting higher cost
and lower percentage of the time inside the TR and keep-
ing the agents farther from the TR) than in the first sce-
nario. This can be explained by the geography of the
map. The first evaluated scenario is a regular square area
divided in square blocks of the same sizes, while the San
Francisco map is irregular, with blocks of different shapes
and dimensions. Moreover, as the nodes in the second
simulation set move according to real traces of taxis
moving around streets of the city, many events that are

not considered in the previous scenario may occur, such
as cars using secondary streets moving at lower speeds,
while all cars in large avenues move at higher speeds,
occurrence of congestions, among others. In the first sim-
ulation set, the cars do also have different speeds, but
their speeds are randomly chosen, and there is no rela-
tion to the type of the street as there is in a real city
map, and there is no specific traffic condition taken into
account.

The cross-analysis of the results of both scenarios and
for the three metrics makes possible the conclusion that
it is worthwhile to consider the use of context-awareness
to provide support to applications running on top of mo-
bile nodes, such as the approach proposed in this paper.
Even the Destination Based reasoning level provides good
results, which are improved by adding the capability to
analyze more information, which occurs when the reason-
ing is upgraded to the Direct Path and finally also to the
Route Aware levels. Despite the drawback presented by
the higher overhead of the Route Aware reasoning in rela-
tion to the other tow intelligence levels, the better results
achieved by the other two metrics related to the real
semantics in using such approach show the value in using
more context information, when compared to the use of
less information (as in the Destination Based reasoning)
or no context information at all (as in the Random Refer-
ence approach).

Fig. 9. Average number of migrations per agent in the San Francisco scenario: (a) simulations with 30 nodes and (b) simulations with 60 nodes.
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It is noteworthy the improvements in the results
achieved by these two levels, the Destination Based and
the Random ones, when the node density is higher. Indeed,
with more nodes deployed in the area, these two types of
agents managed to perform much better then in the simu-
lations with less nodes. This is especially true for the case
of the Destination Based reasoning level, which obtained
a result almost three times better in the simulation with
higher number of nodes than the one with lower number
of nodes, while still doing fewer migrations. This result is
evidence that even the simpler approaches are useful in
more dense populated environments. However, it is impor-
tant to highlight that the efficiency of the approaches
based on a lower level of intelligence depends on the node
density, achieving better results only in the high density
scenarios, while the higher intelligence levels performed
equivalently well in both cases with low and high density
of nodes. Moreover, it is also possible to observe by the re-
sults presented in Figs. 8 and 11 that the Destination Based
approach presents better enhancement due to the increase
in the node density in the first simulated scenario, i.e., the
regular divided square area. In the San Francisco scenario
the same remarkable enhancement is not same for this
intelligence level, while Direct Path and Route Aware ap-
proaches keep the same enhancement trend, despite the
change in the scenario geography. This is evidence that
the higher intelligent levels are more robust, keeping their

behaviors in different scenarios, but also that it is possible
to take advantage of the Destination Based approach in
more regular scenarios. This fact supports the proposed
idea of enabling the agents to select which intelligent level
to use according to the actual runtime context.

5.3.3. Scalability analysis
As stated in Section 2, an important motivation for the

adoption of a solution based on the approach proposed in
this paper is the use of different agents implementing dif-
ferent services, possibly for different final users. These dif-
ferent agents should share the available resources in the
network to perform their tasks, trying to impact as little
as possible on the other agents’ behaviors and perfor-
mance. This characteristic relates to the scalability aspect
of the system, which is important to determine its feasibil-
ity in a real world scenario.

In order to study the scalability of the proposed ap-
proach, a simulation set evaluates the performance of the
system considering the San Francisco taxi cab dataset
and a scenario with 60 nodes composing the network,
and the same parameters used in the simulations reported
in the previous section. For these experiments, an increas-
ing number of agents are inserted into the network,
namely: 5, 10, 15, 20, 25 and 30. Each entering group of
5 agents represents a new and different application in-
serted into the network, with its own TR. It is assumed that

Fig. 10. Efficiency in terms of percentage of the simulation time that the agents spent inside TR in the San Francisco scenario: (a) simulations with 30 nodes
and (b) simulations with 60 nodes.

1758 E. Pignaton de Freitas et al. / Ad Hoc Networks 11 (2013) 1746–1764



Author's personal copy

the buffer for agents in the taxis is limited to one agent at a
time. This constraint is used to stress the system in order to
evaluate a worst case for its execution, according to the
three metrics used to evaluate the system performance:
number of migrations; % of the time inside the TR, and
average distance from the center of the TR. The last two
metrics are average numbers per application represented
by a group of 5 agents.

Fig. 12 presents the obtained results for the three as-
sessed metrics.

By the analysis of these results, it is possible to notice
the trend already detected in the previous simulations sets,
which is the better performance achieved by the higher
intelligence levels. Interesting to notice in Fig. 12a is the
decreasing number of migrations. This is explained by
the fact that the agents are not able to migrate to nodes
that are already occupied with other agents. Due to this
impossibility to migrate, the overall performance, in terms
of percentage of the time spent inside the TR and average
distance to the center of the TR, degrades with the increas-
ing number of groups of agents (representing new applica-
tions), which is an expected result. It is possible to observe
a saturation as the number of agents approaches 30, which
represents a situation in which the mobility of agents be-
come really compromised due to the high number of
agents compared to the available resources. These results
can be enhanced by increasing the size of the buffer to re-
ceive agents in the nodes, allowing the system to populate

the network with more agents, thus with more simulta-
neous applications. However, the value in studying this
limit case in which the nodes have a buffer for only one
agent is exactly to understand how the system behaves
in the worst case execution condition, so that upper
bounds for its utilization can be determined.

A final test on scalability is performed by allowing all
536 taxis in San Francisco scenario being able to host the
agents, i.e. all of them participating on the network and
having a comparable scenario for the Manhattan scenario,
i.e. 10 � 10 km with 536 taxis participating in the network.
In this final test, the communication range is of 90 m. The
results for the Manhattan scenario are presented in Fig. 13,
while those for the San Francisco are presented in Fig. 14.

These results with a higher number of nodes participat-
ing in the network confirm the trends observed above with
lower number of nodes. It is possible to confirm the obser-
vation that the regular pattern offered by the Manhattan
scenario provides better results, managing to maintain
the agents more time inside the TR compared to the results
achieved in the San Francisco scenario. As observed and
discussed before, the regular pattern of the Manhattan sce-
nario favors the interactions among nodes, thus enhancing
the system performance in migrating agents from node to
node towards the TR compared to the irregular pattern of
the roads in the real city map of San Francisco. However,
it is important to highlight that these last results achieved
in the San Francisco scenario are also good and they are

Fig. 11. Efficiency in terms of agents’ average distance from the TR in the San Francisco scenario: (a) simulations with 30 nodes and (b) simulations with 60
nodes.
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consistent with the previous setups with lower number of
nodes. Summarizing, scalling up the system and the sce-
nario in which it runs, the system keeps its performance,
in which the three intelligence levels provide results that
keep the agent inside the TR for longer periods compared
to the Random reference.

6. Related works

The Geographically Bound Mobile Agent (GBMA) pro-
posed in [8] presents similar goals to our work, in which
an agent is sent to a given area to collect data and migrate
from node to node of a MANET to stay in that area. Differ-
ently from our approach, however, the agents in GBMA
have a predefined assigned region (called required zone),
where they are supposed to perform the migration to-
wards their area of interest (called expected zone, which
is equivalent to the TR). In our work there is no predefined
assigned region for the agents to perform migration, which
provides more flexibility to our agents to overcome unfa-
vorable situations, such as those in which they are far from

the TR, for instance. Moreover, GBMA does not consider
different levels of information, such as the nodes’ move-
ment direction and route, as considered in the present
work. In this aspect, GBMA can be considered somewhat
equivalent to the Destination Based Reasoning presented
in our work.

A mobility-centric approach is presented in [11], which
has its results for the data dissemination analyzed in [12].
This work tries to combine the ideas of opportunistic, tra-
jectory based and geographical forwarding in a unified pro-
posal. These concepts also inspired the proposal of the
present paper. A remarkable difference between the two
works is the proposed application. The communications
in [11] have a precise destination (a static node) and can
be thus more suited to data delivering mechanisms that
uses mobile nodes as part of the relay network. Besides
data delivery, our approach supports also data gathering
services, as the application exemplified in the description
of the case study. Another important difference is that in
their approach, the possible use of static relay nodes, e.g.
road side units, is also considered, which is not the case

Fig. 12. Results for the scalability analysis: (a) average number of migrations; (b) average percentage of the time spent in the TR; and (c) average distance
from the TR.
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in our work, which considers that all nodes in the network
are mobile.

In [13], the authors present a protocol to disseminate
data in MANETs using an opportunistic approach based
on analysis of geo-location of the nodes. The common as-
pect shared between their approach and the one presented
here is the exploration of the geo-context information to
make decisions about whether to communicate or not in
a MANET. However, differently from their approach, the
present one does not aim at broadcasting data inside a cer-
tain area, but at moving data across the nodes to reach a
specific location. While their technique is closer to flood-
ing, ours is closer to routing.

Mobeyes [14] is a project that proposes the use of a
Vehicular Sensor Network (VSN) to monitor urban envi-
ronments, in which mobile software agents are used to col-
lect summary information from the processed raw data
provided by the vehicles. The communication among the
nodes occurs in an opportunistic fashion in which they
use their temporary neighbors in the vicinity to route their
messages. The similarity with our approach is the use of
geographic context information besides the information
semantics to decide about the communication performed
by the data collector agents in Mobeyes. However, in Mob-
eyes the agents are used to collect the results of sensed and
processed data, while in ours the agents are used to

Fig. 13. Results for the Manhattan scenario in large scale (a) average number of migrations; (b) average percentage of the time spent in the TR; and (c)
average distance from the TR.

E. Pignaton de Freitas et al. / Ad Hoc Networks 11 (2013) 1746–1764 1761



Author's personal copy

disseminate data in the network, such as a sensing mission.
From this perspective our proposal can be seen as comple-
mentary to their work as it provides a flexible way to setup
the network, while they assume that the nodes are already
setup from the beginning of the system runtime.

GeoDTN + Nav [18] presents a routing mechanism for
vehicular networks that tries to predict the network parti-
tioning based on the routes and destinations of the vehi-
cules that compose the network, in order to select data
forwarding nodes. This approach is related to our Route
Aware mechanism. Despite the similarities with this part
of our proposal, we present a more complete analysis that
brings additional mechanisms that can be used by the

agents according to the situation, which presents an alter-
native in which varying levels of context information can
be used. Moreover, in GeoDTN + Nav, the routing mecha-
nism is established by the type of the vehicles, while in
our proposal it is flexible, i.e. any vehicle may run any
mechanism, as they are part of the decision mechanisms
implemented by the mobile software agents and has no
condition that binds the mechanism to a given vehicle.

GeOpps [15] presents a delay tolerant routing algorithm
that uses information about the routes to be followed by
vehicles to opportunistically route data packets to certain
geographical locations. Following the same argumentation
in the comparison to GeoDTN + Nav, despite a partial

Fig. 14. Results for the San Francisco scenario in large scale: (a) average number of migrations; (b) average percentage of the time spent in the TR; and (c)
average distance from the TR.
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similarity of the Route Aware mechanisms with the GeO-
pps proposal, our work considers other mechanisms, be-
sides the possibility offered by the use of different agents
that simultaneously use different mechanisms in the net-
work, or even change the mechanism during runtime,
according to the system context. Other delay tolerant ap-
proaches in vehicular networks can be cited, as CarTel
[16] and MaxProp – DieselNet [17], but they do not explore
geographical information in their routing mechanisms.

7. Conclusions and future work

This paper presented an approach in which mobile soft-
ware agents are used to disseminate data in MANETs and
VANETs. Nodes geographic information is considered to
support the agents’ decisions about their migrations
among the nodes in the network, so that the desired data
dissemination is achieved. Different levels of intelligent
decisions based on three distinct levels of information
completeness are proposed and compared.

Experimental results indicate that the increased infor-
mation richness provides better results in keeping the
agents in their respective target region (TR), which is the
main goal in the performed experiments. However, the
associated cost due to communication increases in the
more intelligent levels, as it can be noticed by comparing
the results achieved by the Direct Path and Route Aware
approaches to those achieved by the Destination Based
one. Despite keeping the agents more time inside (or closer
to) the TR, the Direct Path and Route Aware approaches re-
quires more communication among the nodes than the
Destination Based one (this overhead is measured by the
number of required node migrations). The Route Aware ap-
proach, which is the one that uses the most complete infor-
mation, achieves the best results in keeping the agents
inside the TR for more time having a higher cost associated
with the nodes’ communication compared to the two low-
er levels of intelligence. Nevertheless, the hypothesis that
it is worthy to use geographical context for data dissemi-
nation in such application scenarios is confirmed by the
comparison of the results achieved by the three proposed
approaches to those achieved by a Random Reference solu-
tion. The random solution requires more communication
(almost 50% more than the Route Aware approach in the
case of high node density) and presents poor results in
keeping the agents inside (or close to) the TR (approxi-
mately 61% of the time obtained by the Destination Based
approach, in the case of high node density). Geographic dif-
ferences in the simulated scenarios were also explored by
firstly using a regular shaped scenario using the Manhattan
Mobility Model for a first simulation set, and then explor-
ing a more realistic scenario provided by the San Francisco
Cabspotting traces. The analysis of results achieved in both
scenarios provides evidences that the higher levels of intel-
ligence are more robust, keeping their behavior in both
scenarios, while the Destination Based approach achieves
better performance in the regular shaped scenario. The
study about the system scalability is also presented, which
shows that the solution scales with the number of nodes
participating in the network.

Future works are planned to combine the three differ-
ent approaches presented in this work, so that an agent
can adapt its behavior to one of the intelligence levels,
according to the environmental conditions and available
context information. For instance, it was assessed that
the lower levels of intelligence work well in environments
with higher node density and in regular shaped areas, so it
is possible to enable the agents to detect a change in the
node density and/or the type of the area (regular or irreg-
ular) and switch to a mode that is more appropriate for the
current situation. The use of other context information is
also planned to improve the opportunistic communication
among the nodes, such as semantic information of the
transmitted data and traffic conditions, besides the pre-
sented use of geographic information. Contact time be-
tween nodes prediction, such as presented in [19], can
also be added to enhance the proposal, considering heavier
data traffic. The use of the proposed techniques in different
applications is also a field that presents many opportuni-
ties to be explored, which will enrich the proposal of usage
of additional semantic information.
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